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Abstract. Diffusion models have recently shown remarkable results
in magnetic resonance imaging reconstruction. However, the employed
networks typically are black-box estimators of the (smoothed) prior
score with tens of millions of parameters, restricting interpretability
and increasing reconstruction time. Furthermore, parallel imaging recon-
struction algorithms either rely on off-line coil sensitivity estimation,
which is prone to misalignment and restricting sampling trajectories or
perform per-coil reconstruction, making the computational cost propor-
tional to the number of coils. To overcome this, we jointly reconstruct the
image and the coil sensitivities using the lightweight, parameter-efficient,
and interpretable product of Gaussian mixture diffusion model as an
image prior and a classical smoothness priors on the coil sensitivities.
The proposed method delivers promising results while allowing for fast
inference and demonstrating robustness to contrast out-of-distribution
data and sampling trajectories, comparable to classical variational penal-
ties such as total variation. Finally, the probabilistic formulation allows
the calculation of the posterior expectation and pixel-wise variance.

Keywords: Diffusion Model - MRI Reconstruction - Non-linear
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1 Introduction

Magnetic resonance imaging (MRI) is one of the pillars of modern medicine,
exhibiting high spatial resolution and contrast flexibility. However, these
strengths are limited by low temporal resolution, long scan times and artefacts
induced by patient movement.

This can be overcome by acquiring less data, resulting in an ill-posed recon-
struction problem. One way to obtain solutions to the problem is parallel imaging
(PI), where multiple spatially structured receiver coils are used. The individual
coil data is then combined in either the image domain [22] or the frequency
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domain [10]. Another way of tackling this problem is through variational meth-
ods or compressed sensing (CS) theory, which leverages sparse representations
of the data in a specific domain and incoherent sampling to enable image recon-
struction [1,19].

In recent years, data-driven methods have achieved remarkable results in MRI
image reconstruction [7,13,33]. These models can be categorized by whether they
follow a Bayesian separation of likelihood and prior, i.e. whether the learned com-
ponents account for the measurement setup or not. In the context of MRI, the
Bayesian separation obviates the need for multi-coil data for learning [33] and
enables the learned model to be used for reconstructing images from arbitrary k-
space sampling trajectories. Methods pursuing this Bayesian separation in MRI
include works based on generative adversarial networks (GANSs) [20], energy
based models (EBMs) [33], and, more recently, diffusion models [7,13,18,27].
Diffusion models deliver state-of-the-art results but have shortcomings: The net-
works are, in general, not the gradient of a potential [24], and the time condition-
ing is opaque, seemingly unrelated to the underlying stochastic differential equa-
tion. Furthermore, models with millions of parameters are often accompanied by
long inference times, a lack of interpretability and the need for heuristics to be
applied to data of arbitrary size [7,9]. Existing methods for PI such as [13,18]
typically require off-line coil sensitivity estimation, e.g. with ESPIRIT [31]. This
is sensitive to patient motion and hard to adapt to arbitrary k-space sampling
trajectories [14]. In a different line of work, [7] overcomes this by reconstruct-
ing individual coil images, making the computational cost proportional to the
number of coils, which is unacceptably large when paired with the typical large
networks used to model the score. In [4], the authors propose to tackle blind
inverse problems by additionally learning a diffusion model on the parameters of
the forward operator. In the context of PI, this translates to learning a diffusion
model on the coil sensitivities, again making the computational cost proportional
to the number of coils and introducing the engineering challenge of training and
tuning the additional diffusion model. In [11], the authors propose an algorithm
for PI, where the coil sensitivities are assumed to be sufficiently close to an initial
guess, again requiring off-line estimation.

Recently, Zach et al. [34] introduced the product of Gaussian mixture diffu-
sion model (PoGMDM),

pote,t) o [ TT e((uw)is wnt) M

i,j=1k=1
a diffusion model with fields-of-experts-type structure and relations to classical

shrinkage-type regularization. Here, to model the density of n x m images, for
allk=1,...,0,

L
du(z,w,t) =Y wi/v/2ro (D) exp((x — pi)*/ (207 (1)) (2)
i=1

is a Gaussian mixture model (GMM) with weights wg, Kj : R"*™ — R™*™ jg
a convolution operator, and the time conditioning adapts the variance o7 in the
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GMM in accordance with the stochastic differential equation (SDE) based on
characteristics of K. This model is analytically tractable and interpretable, has
few learnable parameters and allows for fast inference. In their work, they only
considered denoising due to the close relations between generative modelling and
denoising via Tweedies identity. In this work, we demonstrate the feasibility of
PoGMDM as an image prior in joint non-linear MRI reconstruction by pairing
it with simple smoothness priors on the coil sensitivities.

2 Background
2.1 Generative Modeling and Diffusion

In generative modeling, we are interested in learning a parametric model approx-
imating a reference distribution from a given dataset. Let X be the random vari-
able of the reference distribution with associated density px. Learning a model pg
approximating px is hard as the high dimensional density space is sparsely pop-
ulated. One way to ease learning is to smooth (thus filling low-density regions)
and approximate the density at different scales [26].
Song et al. generalized this idea to SDEs [28]|. In this work, we consider
the SDE
dY, = V2dw, Yy=X (3)

where w is the standard Wiener process and is a random variable Y; with density
py (-, t). The Fokker-Planck equation [23] links Y; to its density, which is given as
the partial differential equation (PDE) dpy (,t)/0t = Apy (-,t) with py (-,0) =
px. This is the classic heat diffusion with the solution py (-, ¢) = N(0,2t) * px,
thus constructing a scale space in the space of probability [34]. In practice, a
model py(+,t) =~ py (-,t) can be learned by optimizing the objective function

win | e, [l = o0 = 20p(yi,0) 3] (4)
0

known as denoising score matching [28,32]. With this configuration, sampling
amounts to running the diffusion process,

dY; = —2V log py (Y3, t)dt + V2dw,, Yr = Yr, (5)

where dt is a negative infinitesimal time step and w is the reverse time Wiener
process starting, from a time 7' to zero. The only unknown quantity in (5) is the
gradient of the log density py (score) at each time ¢, that we model with pg(-,t).

2.2 Gaussian Mixture Diffusion Models

Gaussian mixture models provide a tractable and flexible approach to modelling
probability distributions and have recently been studied in the diffusion frame-
work [25,34]. In this work, we model the time-dependent distribution of images
according to the PoGMDM specified in (1) and (2). Here, the closure property
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of Gaussians enables explicit diffusion under the SDE in (3) and has an analyt-
ical solution. Specifically, Zach et al. [34] showed that convolving py(x,t) with
N(0,2tI) can be achieved by adapting the variances of the individual experts
Vi (-, w, t) as

oi(t) = 0p + &2, (6)

where £, is the spectral magnitude of the convolutional filters implemented by K,
on their support, and 02 > 0 is the initially chosen variance of the experts. They
further showed that for (6) to hold, the spectra of the filters implemented by the
convolutional operator K must have a constant magnitude on their support and
be non-overlapping. These assumptions are met by the nonseparable shearlets
introduced in [17]. Here, the frequency plane is divided into non-overlapping
cones that are specified by shearing and scaling parameters; see [16,17] for more
details.

2.3 Inverse Problems and Diffusion Priors

Solving an inverse problem amounts to recovering an unknown signal = from a set
of measurements z = A(z)+e¢, where .4 models the acquisition and € summarizes
additive measurement noise. The probabilistic treatment of the recovery problem
amounts to constructing a posterior density px|z( -, 2) from the likelihood pz|x,
which makes use of the known acquisition physics encoded in A, and prior infor-
mation about the reconstruction, encoded in px; see [§] for more details. The
diffusion framework can account for this by conditioning the stochastic process
(5) on the measurements, resulting in

dY; = =2V log pyz(Ye, 2, t)dt + V2dw,, Yp =Yr, (7)

where log py|z(ys, 2,t) o< logpzy (yt, 2,t) + logpy (y:,t). The relationship
between Y; and Z is usually only known at ¢ = 0, necessitating approximations
for t > 0 [5,13,27].

3 Methods

The conditional reverse SDE (7) is valid for general, linear and nonlinear, inverse
problems. In this section, we state our acquisition model for PI MRI and formu-
late our approximations. The resulting reconstruction algorithm is summarized
in Algorithm 1.

3.1 Image Reconstruction Algorithm

We view the PI recovery problem as a non-linear inverse problem of jointly
reconstructing the spin density z € C"*" as well as the coil sensitivities o =
(o1,...,0,) € C™™*¢ from measured data z = (21, ..., 2.) € CF*¢ where f € N
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is the number of measured spatial frequencies. The relation between the data
and the variables is given as

MF(O'1 @l’)
z=Ax,0)+¢e= +e (8)
MF(o.®x)

where M : C"*™ — Cf is a binary sampling operator, F : C"*™ — C"*™ ig
the discrete Fourier transform and ¢ € C/*¢ is additive Gaussian noise and ®
denotes element-wise multiplication. Recovering (x, o) from z is hard even in the
fully sampled case [30]. To approach this, we introduce priors on the spin density
and the sensitivities: Motivated by the bilinear form of (8), we view the recovery
problem as a blind inverse problem [4,11] and utilize the approximation

Px, 5|z (T, 04, 2,t) X pzix, 5 (T, 04, 2,1) - P4, 1) - px (04, 1). 9)

i.e. that the distribution of (X, X) factorizes. We choose a Gaussian likelihood
of the form py|x (2,04, 2,t) o exp (—1|A(zs,00) — z[|3). This is a popular
and simple choice originating from [13], but only correct for ¢ = 0 in the dif-
fusion process [7]. pg(-,t) is the PoOGMDM (1) trained on reference images, see
the details in Sect. 3.2. Following [33] we chose, the classical smoothness prior
px(0,0) x exp(—s(0)), with

1 C
s (Cnxmxc N R L0 — 5 Z (HDDRG(UZ)H% + HDDIHI(O'Z)H%) y (10)
=1

where Dp : R?*™ — R?X™%2 ig o forward finite differences operator with Dirich-
let boundary conditions. We discretize the reverse SDE with an exponential
schedule ¢(t) = Cmin(Cmax/Cmin)? and use an adapted version of the predictor-
corrector algorithm proposed in [9] for posterior sampling. The likelihood is
incorporated by doing a gradient descent step in each iteration, where the gra-
dient of the log-likelihood w.r.t. x; is

&
Vi, logpzix s(@i, 00,y,t) = Z@:,i O F" M (MF(0t; ©xt) — 2)), (1)
i=1

with &;; being the complex conjugate sensitivity of the coil indexed by i. We
found it sufficient to fix px(-,t) = px(-,0) for all ¢ > 0, thus depart from the
diffusion framework and perform proximal gradient descent steps on o;. The
proximal map of log ps has a closed-form solution

Qu(Re(o1)) +1Qu(Im(01))
prox, (o) = ) (12)
Qu(Re(oc)) +iQpu(Tm(o))

with 1 € Ry and Q, : R™™ — R™ ™z - 8* (S(px) ® (1 + p)~'). Here, S
is the two-dimensional discrete sine transform, and 7 are the eigenvalues of the
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two-dimensional discrete Laplace operator [33]. The gradient of the log-likelihood
w.r.t. o; is

Tt ® (F*M*(MF(O}J [O) l't) — Zl))

vG’t long\X,E(xtao—tvyat) = : . (13)
T © (F*M*(MF(O},C ® l‘t) - ZC))

Algorithm 1: Joint Reconstruction Algorithm
0

Output: z°, o

1 2V ~ N(0,Cand)

2 fori € [N —1,0] do

3 for k € [Re,Im] do

4 gt =BT (G = () V log pe (Y () /(R — CRES
5 Ll’i _ xRe,i + imlm,i

6 ' =xt + AV, logpz\x,2($i>0i+1> Z, t)

7 for j € [0, M] do

8 for k € [Re,Im] do

9 2P = 2P 4 €V log po (27, (7) + V2eikF
10 .’Ei _ xRe,i 4 ixlm’i
11 xt =a' + AV, long\X,E(mi»UHlvz’t)
12 o' =prox,, (0" — uV, i1 logpzix, s (2’0", 2))

Similar to [7], we apply the prior, trained on magnitude images, to the real-
and imaginary parts individually. We summarize the joint reconstruction in Algo-
rithm 1, where £ stores independent samples of a standard complex-normal dis-
tribution, A, € R>( are hyperparameters balancing the data consistency and
{e;}N5! is a stepsize sequence.

3.2 Model Architecture and Implementational Details

We largely use the same model parameterization as in [34]: The convolution
operators { K = fykf( %}, are nonseparable shearlets K, comprising two scales
with five shearings for each of the two (horizontal and vertical) cones, yielding
o = 20, each endowed with a learnable weight 45 > 0. Following [2,34], we learn
the construction blocks of the shearlet system, a one-dimensional low-pass-filter
h € RY and a two-dimensional directional high-pass filter P € R'7*17, For each
k=1,...,0,wechose ¢y : Rx AL xRsg — Rxg as an L = 125 component GMM
whose weights wy, are constrained to the L-dimensional unit simplex A”. This
results in 9+ 172 +0[L/2] +0 = 1578 (as in [34] the number of learnable weights
is half the number of components due to symmetry) learnable parameters that
are optimized for (4) with projected AdaBelief [37] for 100 000 steps, where
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we implement the same constraints as in [34]. Furthermore, we use exponential
moving average (EMA), with a momentum of 0.999.

For posterior sampling we choose N = 1000, M = 1, A = 1, p = 10 and
the noise schedule () = Cmin(Cmax/Cmin)¢ With (min = 0.01 and (pax = 10. We
calculate €; according to [28]. Furthermore, we find optimal hyperparameters for
each sampling pattern with grid search. The coil sensitivities ¢ are initialized
with the zero-filled coil images normalized by the initial root sum of squares
(RSS) reconstruction. Finally, we accelerate sampling by using the algorithm
proposed in [6] with vanilla initialization.

3.3 Experimental Data

We use the fastMRI knee dataset [15] for model training, hyper-parameter search,
and evaluation. We use the central eleven slices of each scan in the coronal proton
density (CORPD) training split, resulting in 5324 images of size 320 x 320. For
the hyper-parameter search and testing, we divide the validation split into 30
validation files and 58 test files, excluding k-space data with width different from
368 and 372 for simplicity of implementation, again taking the central eleven
slices. For out of distribution (OOD) experiments we use the coronal proton
density fat suppressed (CORPDFS) validation dataset, again excluding based
on the width and using the eleven central slices. Training images are normalized
to a maximum of 1 via & — /||| co-

3.4 Comparison and Evaluation

Our evaluation is twofold: Firstly, we conduct a synthetic single coil experiment,
where we retrospectively sample the k-space data of CORPD reference RSS
images x € R320%320_ Secondly, a PI experiments with joint reconstruction on the
CORPD/FS datasets. In both experiments, we compare against the Charbonnier
smoothed isotropic total variation (TV) as a classical variational penalty in the
joint nonlinear inversion algorithm proposed in [33]. ScoreMRI [7] (single coil),
the fastMRI baseline [35] (single coil), and the end-to-end variational network
(VN) [29] (PI) serve as state-of-the-art references, where the latter two primarily
serve as examples of possible pitfalls in signal recovery without proper Bayesian
separation. We did not include ScoreMRI in the PI experiments as it can only
handle fixed-size data (320 x 320).

We estimate the minimum mean squared error (MMSE) by averaging ten
posterior samples and, similar to [18], find the maximum a posteriori (MAP)
by performing 250 accelerated gradient descent [21] steps with a fixed o and a
step size of 0.001 after the full reverse diffusion. For quantitative comparison,
we calculate the peak signal-to-noise ratio (PSNR), structural similarity (SSIM),
and normalized mean squared error (NMSE) with respect to the fully-samples
RSS reconstruction. To quantitatively compare the reconstruction to other RSS
reconstructions, we weigh the reconstruction by the RSS of the coils as described
in [30], and we follow [33] and fit a spline curve to match the reconstructed and
reference intensities.
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4 Results

We demonstrate the interpretability of the image prior by showing the learned
filters K}, weights wy,, and potentials — log Ui (-, wg, t) for different ¢ in Fig. 1.
Due to the overcompleteness of the model, the potentials significantly differ from
the leptokurtic filter responses observed in [12], instead showing multiple minima
different from zero, allowing the enhancement of certain image structures. This
matches the observations from [3,34,36].

0.36 2.52 1.92 2.53 0.36 1.26 1.10 1.56 1.08 1.27
L 1.62 0.40 2.17 0.40 1.64 1.02 1.16 1.47 1.17 1.02 )
e A
T T rTrTrTnprrTT T[T I ITT 7T 7T 7T TT

b Al A 4 ™Y
R S e | 1 W1 I I
17 I

et A A PP bt B A A A B

Fig. 1. The learned overcomplete model with Gaussian mixture experts. Below each
filter the weight 7 is shown. The first row shows the vertical cone and the second row
is the horizontal cone of the shearlet system. The first five entries correspond to the
shearing for the first scale and the second five for the second scale. The colours indicate
the diffusion time v2t =0, 0.025 __,0.05 __, 0.1 __, 0.2 ;.

Filters

Potentials

4.1 Reconstruction

Table 1 shows the quantitative results for the synthetic single coil experiment.
As expected from the large, resource-intensive model, ScoreMRI [7] performs
best across all sampling trajectories. The performance of the UNet, which does
not follow a strictly Bayesian separation, significantly degrades for sampling
trajectories different from the training setup (Cartesian with an acceleration
of four). In contrast to other learning-based methods, our model has relatively
few learnable parameters while achieving satisfactory results, outperforming TV
across all sampling trajectories, except for the radial pattern, where it performs
equally well.

The quantitative results for the joint nonlinear inversion in Table 2 demon-
strate that our method outperforms TV on CORPD data on all sampling pat-
terns except for Gaussian, where the performance is comparable. On CORPDFS
data, our method is second to TV for most sampling trajectories, which we
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Table 1. Quantitative results for the single-coil experiment. Bold numbers represent
the best results, and underlined numbers are the second-best. The NMSE is scaled by
10%.

Pattern A MetricZF TV |UNet  [ScoreMRIOurs (MMSE)
Cartesian |4 |PSNR 24.03/30.2 133.85 34.74 31.66
SSIM [0.69 0.81 0.87 0.87 0.83
NMSE|6.32 [1.23 10.48 0.39 0.84
Spiral ~b5 21.1531.32(27.81 35.67 32.99
0.63 0.84 (0.78 0.88 0.86
10.61/0.91 |1.91 0.31 0.63
Radial ~ 6 24.6 131.3429.85 33.62 3134
0.68 10.82 (0.79 0.84 0.82
5.33 10.89 [1.19 0.50 0.89
2D Gaussian|8 21.7730.40124.34 34.22 33.19
0.65 10.85 (0.73 0.85 0.86
7.90 [1.38 [4.35 0.44 0.64
4.9 x 10%/6.7 x 107 1578

Learnable parameters —
A: Acceleration

Table 2. Quantitative results for PI experiments with different sampling trajectories.
The rows in each pattern alternate between PSNR, SSIM and NMSE. The NMSE is
scaled by 102.

Pattern/A |ACL  [In-distribution (CORPD) Out-of-distribution (CORPDFS)
ZF TV VN |Ours ZF TV VN |Ours
MAP MMSE MAP MMSE
C 4 8% 27.18/33.07 136.92133.22 [33.15 |26.24/31.42(30.05 |{31.30 |31.33

0.73 10.83 10.91 10.86 0.86 |0.67 [0.73 10.76 10.74 10.74
2.23 10.56 10.24 |0.61 [0.62 [5.17 11.56 [2.38 [1.63 [1.61
8%? 31.12(33.65 (24.72 135.38/35.46 (26.52/32.00 (28.65 132.04(31.91
0.81 |0.83 |0.67 10.89 10.90 |0.70 [0.74 |0.70 10.77 10.76
0.93 10.50 [4.01 0.33 '0.33 [5.09 11.40 [2.91 [1.40 1.43
R 11— 28.76/33.21 (20.55 133.63 133.65 (25.11/131.50(26.38 131.22 |31.16
0.74 10.82 [0.69 10.85 /0.85 |0.61 10.72 |0.68 10.73 10.72
1.56 10.55 |10.12 10.50 10.50 |7.13 11.54 4.90 11.65 |1.66
G 8 - 32.14/134.26(23.52 134.07 |34.00 |26.66/31.99/28.20 131.74 |31.58
0.83 10.85 [0.72 10.87 10.87 |0.69 10.74 |0.71 10.75 10.74
0.73 10.43 |5.20 10.45 |0.46 |5.40 11.38 [3.33 [1.48 [1.52
Learnable params. ~  3x107(1578 -~ [3x1071578

! horizontal; C: Cartesian, R: Radial, G: 2D Gaussian, A: Acceleration
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believe is due to the noise in the reference images, impairing quantitative com-
parison. This is supported by the qualitative results in Fig. 2, where the error
maps in the insets show that TV introduces errors in the anatomy, e.g. removing
the cartilage from the tibia in the CORPDEF'S reconstruction, or the blood vessels
in the lateral region. In contrast, our reconstruction is able to retain these fea-
tures while delivering an artifact-free reconstruction. As in the single coil case,
the end-to-end VN only performs well in its training configuration.

Reference E[X|z]

Var[X\z])i,j

Cartesian 90% (4)

2D Gaussian (8)

Fig. 2. Qualitative comparison for PI against TV. The first row shows results on ID
data, the second on OOD data. The zoom shows an image region and the corresponding
absolute error and the pixel-wise variance in the right column (0 s 0.25).

Without adding any extra computational cost to the MMSE estimate, the
diffusion framework provides valuable insights into reconstruction uncertainty
by delivering pixel-wise marginal variances, as shown in 2. Reconstructing an
image of size 640 x 372 with 16 coils takes twenty seconds with our algorithm. In
contrast, ScoreMRI [7] takes approximately five minutes to reconstruct an image
of size 320 x 320 from single-coil data on the same hardware.

Finally, we compare the estimated sensitivity maps qualitatively to ESPIRiT
[31] by showing the RSS null-space residuals in Fig. 3, where any residual signal
points to a suboptimal estimation. We observe that [31] produces slightly bet-
ter estimates than our method when more ACLs are available but falls off as
the calibration region gets smaller. In contrast, our method still gives a robust
estimate of the sensitivities in all cases.
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ESPIRIT [31] Ours

J \ J

Fig. 3. RSS nullspace residuals for Cartesian subsampling. In each block, the measured
data has 8% ACLs (left) and 4% ACLs (right) respectively.

5 Conclusion

In this paper, we pair an analytically tractable product of Gaussian mixture
diffusion model with classic smoothness penalties to tackle the non-linear MRI
reconstruction problem in the diffusion framework. The proposed method deliv-
ers satisfactory results on single- and multi-coil data, allows for fast inference,
and demonstrates robustness to changes in the forward model and contrast. A
drawback of the algorithm is that it requires the tuning of many hyperparam-
eters. Interesting directions for future work include developing a diffusion prior
for px », not assuming a factorization, consequently aligning the method better
with recent algorithms for posterior sampling with diffusion models. Addition-
ally, the proposed method could be extended to other inverse problems such as
blind deconvolution by adapting the forward operator and ps appropriately.
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